HPSC 2003

Homework - 01

1. If today's workstations execute at  10^8 operations per second, and performance increases at a rate of 25 percent per year, how long will it be before we have workstations capable of  10^9 operations per second? 10^12? 

A climate model requires 10^16 floating point operations for a ten-year simulation. How long would this computation take at 10^7 floating point operations per second (10 Mflops)? 

A climate model generates 10^11 bytes of data in a ten-day simulation. How fast must data be transferred to secondary storage? What transfer rate is required if we are to search this data in ten minutes? 

2. Consider a three-dimensional chip. Demonstrate that chip volume V and computation time T are related as V^2T^3, just as area A and computation time T are related as  AT^2 in a two-dimensional chip. 

3. Write a parallel algorithm for a two-dimensional finite difference problem in which the value of each point  in a two-dimensional grid of size NxN is updated as an average of the current point value and of the four nearest neighbouring point values. Study the performance of the resulting program as a function of problem size and processor count, assuming one task per processor. 

4. Extend the algorithm and program developed in Exercise 3 to incorporate a simple convergence test: terminate execution when the difference between values computed at successive steps is less than a specified threshold for all grid points. 

5. Design and implement parallel algorithms based on both 1-D and 2-D decompositions of a 2-D finite-difference algorithm with a five-point stencil. Study the performance of the resulting programs as a function of problem size and processor count, assuming one task per processor. 

6. A compiler consists of six distinct stages. The tokenizer translates characters (input from one or more files) into tokens. The parser translates tokens into procedures. The canonicalizer translates procedures into a canonical form. The encoder translates procedures in this canonical form into low-level code. The optimizer rewrites this low-level code. Finally, the assembler generates object code. Apply domain and functional decomposition techniques to obtain two different parallel algorithms for the compiler. Compare and contras the scalability and expected efficiency of the two algorithms
7. Some people argue that in the future, processors will become essentially free as the cost of computers become dominated by the cost of storage and communication networks. Discuss how this situation may affect algorithm design and performance analysis. 

8. Derive expressions that indicate when a 2-D decomposition of a finite difference computation on an NxNxZ grid will be superior to a 1-D decomposition and when a 3-D decomposition will be superior to a 2-D decomposition. Are these conditions likely to apply in practice? Let t_s = 1usec, t_w = 0.04usec, t_c = 1usec, and P=1000 . For what values of N does the use of a 3-D decomposition rather than a 2-D decomposition reduce execution time by more than 10 percent? 

9. Adapt the analysis of isoefficiency (Example 3.4 in PP) to consider 1-D and 2-D decompositions of a 2-D grid. Let N=1024, and fix other parameters as in Exercise 7. For what values of P does the use of a 2-D decomposition rather than a 1-D decomposition reduce execution time by more than 10 percent? 

10.The bisection width of a computer is the minimum number of wires that must be cut to divide the computer into two equal parts. Multiplying this by the channel bandwidth gives the bisection  bandwidth. For example, the bisection bandwidth of a 1-D mesh with bidirectional connections is 2/t_w. Determine the bisection bandwidth of a bus, 2-D mesh, 3-D mesh, and hypercube.

11. A problem comprises two components, A and B . A can be solved in 1000 seconds on computer C1 and in 5000 seconds on computer C2 ; B requires 4000 and 2000 seconds on C1 and C2 , respectively. The two computers are connected by a 1000-km optical fiber link that can transfer data at 100 MB/sec with a latency of 10 msec. The two components can execute concurrently but must transfer 10 MB of data 10,000 times during execution. Is it cheapest (in terms of computational resources consumed) to solve the problem on computer C1 , on computer C2 , or on both computers together? Confirm your answer with an adequate analysis.

12. A climate model consists of an atmosphere and ocean model. At each step, the models both perform a finite difference computation and exchange five 2-D arrays. Develop performance models for two alternative parallel implementations, based on sequential and parallel composition respectively. Discuss the relative performance of the two implementations. 

