First Name: Rainer

Last Name: Trummer

Email: rtrummer@cosy.sbg.ac.at

Date: November 8, 2003

Homework Number: 1

Homework Title: Exercise 1.20

Problem Description:

What is the IEEE single-precision binary floating-point representation of the decimal fraction 0.1

(a) with chopping?

(b) with rounding to nearest?

Problem Solution:

Since the decimal fraction 0.1 is no machine number, instaed it consists of an endless sequence of decimal fractions in binary representation, it can only be represented in the way of an approximated value. The IEEE single-precision binary floating-point representation is defined as follows:


(-1)^S  *  2^(C - 127)  *  (1.M)


where a 32-bit register is devided as follows:


S denotes the Sign and is represented by a single bit (31)


C denotes the Characteristic and is represented by 8 bits (30 ... 23)


M denotes the Mantissa and is represented by 23 bits (22 ... 0)

First, we need to calculate the binary sequence of fractions for 0.1 that can be performed using successive multiplication by 2.  Whenever we cross the boundary of 1.0 we subtract 1.0 from the calculated product and store a carry-bit.  If we use a 32-bit register to represent the first 32 fractions for the decimal value 0.1 we obtain:

00011001100110011001100110011000

|31                                                                                        0|

To get a valid 23-bit Mantissa we must normalize this representation as defined by IEEE, i.e., the Mantissa always has to begin with the value 1, because by this convention the leading 1 can be omitted.  This requirement can easily be satisfied by shifting left the register by 4 and we obtain the normalized Mantissa:

(1.)10011001100110011001100110000000

      |31                                                                                        0|

The left-shift by 4 can be interpreted in the way that we have moved out the first fraction of the Mantissa, in our case the the fraction 1/2^4, which will be represented in the final 32-bit floating-point conversion by the 8-bit Characteristic.

Unfortunately, we can only use the leading 23 bits of our current register to represent the final Mantissa.  To obtain an approximation for the lost fractional part we have two possibilities: 

(a) Chop: By this method the fractional representation is truncated after the 23rd bit.  In other words, we can simply shift right the register content by 9 without paying any attention to the lost digits, and thus, obtain for the Mantissa:

10011001100110011001100

|22                                                             0|

(b) Round to nearest: By this method we use the remaining 9 digits to decide whether we can perform rounding to obtain a better approximation.  In our case, since the right-most 9 digits are not all equal to 0, we can round-up to the nearest value by changing the least significant digit of the Mantissa to 1.  In other words, we approximate the remaining fractional part by the smallest representable binary fraction.  In case of a tie, i.e., the least significant digit is already set to 1, we round-down by changing this bit to 0.  Hence we obtain for our rounded-up  Mantissa:

10011001100110011001101

|22                                                             0|

After introducing these two methods of rounding we can shift right the register by 9 and calculate the Characteristic.  Due to the IEEE definition for single-precision, we need to determine the value for C that satisfies the following equation:

2^(C - 127)  =  1/2^4
Obviously, the correct value for C is 123.  Thus, our 8-bit Characteristic can be represented in the form:

01111011

|30              23|

The Sign bit must be 0 in our case, since the given number 0.1 is non-negative,  and therefore, we only need to mask in the above Characteristic into the register.

Concerning the IEEE single-precision binary floating-point representation of the decimal fraction 0.1, we can now give the following two answers:
(a) Chopping:

0 | 01111011 | 10011001100110011001100

|31 | 30                 23 | 22                                                               0|

(b) Rounding to nearest:

0 | 01111011 | 10011001100110011001101

|31 | 30                 23 | 22                                                               0|

Results:

A short C++ program (trummer_hw1.cpp) was written to verify the hand-calculated answers (a) and (b).  This program proceeds in exactly the same way like the described steps above, using 32-bit variables of type unsigned long to determine the Sign, Characteristic, and Mantissa for the decimal fraction 0.1.  Furthermore, it calculates the corresponding real values using 64-bit variables of type double.  Rather than just performing a simple type-cast conversion from unsigned long to double, the program determines these values by calculating each fraction separately, depending on the content of the unsigned long variables.  Printing the results using 30-digit precision produces the following decimal values:

(a) Chopped:

0.099999994039535522000000000000
(b) Rounded to nearest:

0.100000001490116120000000000000

Assigning the decimal value 0.1 to a 32-bit variable of type float produces the following output using the same precision:

0.100000001490116120000000000000

As we can see, this result is absolutely identical to the result given in (b).  Hence we can conclude that the method of round to nearest was used in this case.

Discussion and Comments: 

A comparison of the decimal fraction 0.1 in 64-bit double-precision binary floating-point representation with the two values above produces the following differences:

(a) Chopped:

0.000000005960464483090177600000
(b) Rounded to nearest:

0.000000001490116113833650500000

As expected, the method of round to nearest leads to a better approximation.

